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Abstract

Mixes, first discussed in 1981, conceal who communicates with whom in
telecommunication networks. This paper presents the MixDemonstrator
which is a software application for teaching the functionality of a mix network,
and discusses how to use it for teaching and learning communication security.
This demonstrator simulates and animates a network, mixes, participants and
attackers. In a playful manner, the functionality and special features of mixes
and their infrastructure can be taught and studied. The MixDemonstrator
is useful for private learning, lectures and teleteaching sessions.

1 Motivation

Teaching in virtual universities needs new forms of education. Learning will
become more and more independent of time and location. So, applications for
learning are needed which are usable at any time and location. Our approach
is to offer a learning application as computer program which can be used by
students and teachers at home, at the university or elsewhere.

1.1 Virtual University VIROR

The Virtual University in the Upper Rhine Valley (VIROR!) is a joint project
of four universities located in the upper Rhine valley in Germany. The project
aims to evaluate and to improve multimedia technology in university teach-
ing and to offer teleteaching lectures to members of these universities. The
partners have already gained considerable experience in utilizing networked
multimedia technology for educational purposes.

*Address of both authors: Institute for Computer Science and Social Studies, Department of
Telematics, University of Freiburg, Germany; www.iig.uni-freiburg.de/telematik/english/
Thttp:/ /www.viror.de/
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Within the project, several multimedia systems and techniques will be
developed and tested. A center of excellence for distance learning and multi-
media enhanced education will be established.

The aim of our work is the development of teleteaching units for teach-
ing computer security. A lecture 'IT-Security’ is being planned. The Mix-
Demonstrator is part of this development. Looking forward to international
teleteaching projects, most of the units will be developed multilingually.

Several other projects outside of VIROR exist for teaching aspects of se-
curity by multimedia technology, e.g. Kaderali (1994) or the MuSIK project?.
As far as we know, however, nobody has developed a teaching unit for mixes
so far.

1.2 Why teaching the MIX Concept in Security and
using a Demonstrator?

When teaching computer and communication security, the introduction of
the mix concept (see chapter 2) is an important part of the curriculum. The
mix concept shows several features that makes it interesting and useful for
computer security:

1. It is one of the rare examples in communication security which addresses
the problem of communication profiles. Mixes conceal the information
who the communication partners are.

2. Mixes are extremely useful for protecting subscribers and customers
against strong insider attackers, e.g. against network operators.

3. Mixes are a good example to show a technical approach towards multi-
lateral security (aiming to protect not only one party).

4. Mixes delegate some responsibilities (e.g. regarding parts of the routing)
to the users. It has to be analysed, whether users can cope with this
extra responsibility.

5. Mixes are good examples for avoiding data and for implementing the
principle of least knowledge by dividing data and information between
different service providers.

6. Mix networks realize an interesting and very unorthodox trust model,
different from the usual ’Security is defined by the weakest part of the
chain’ paradigm. Participants are protected until all mixes in a chosen
chain are broken.

For really understanding the functionality of mixes, one needs scenarios
of several mixes and several users in a network. The work of a mix system
is a very dynamic process. Thus for best understanding, these scenarios have
to be monitored for a while. Also the internal functionality of mixes is not
trivial. Therefore a demonstrator system, which shows the processes and

http:/ /www-cg-hci.informatik.uni-oldenburg.de/~musik /
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allows some 'playing around’ is very useful for understanding the concept and
its implications as well as its limits.

In most cases the MixDemonstrator will be used for teacher centered
education (see Gorny (1997), Figure 2). After a first introduction to the
mix concept, the demonstrator offers the possibility to show the dynamic
interaction and further aspects of a mix system.

2 The Mix Concept

The mix concept was first published by David L. Chaum in 1981 (Chaum
1981). This technology is based on public key cryptography and allows to
conceal who is communicating with whom. In addition, the contents of the
communication are hidden. The mix technology does not need a universally
trusted authority.

2.1 The Mix Infrastructure

A network with mix functionality consists of mixes and participants. Each mix
and participant owns a public and a private key. Participants send messages
to mixes, mixes send messages to mixes and participants.

Figure 1: Encoding and decoding of a message running through mixes. The geo-
metric shapes of the mixes and around the message represent the different de- and
encryption for each mix.

Figure 1 shows the procedure of sending a message through mixes to the
receiver. For each message the sender has to choose a chain of mixes for the
message to pass. She encrypts the plaintext message with the public key of the
receiver. This encrypted message, together with the address of the receiver
is encrypted with the public key of the last mix in the chain. The resulting
message and the address of the last mix are encrypted with the public key of
the last but one mix in the mix chain. This procedure is repeated with each
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mix in the chain. The last encryption is done with the public key of the first
mix. After that, the message will be sent to this first mix in the chain.

The first mix gets the message and decrypts it with its private key. As a
result, the mix gets the address of the next mix (or, if it is already the last
mix in the chain, the address of the receiver) and an encrypted message. The
mix then sends that message to the given address. The next mix in the chain
does the same thing. The last mix in the chain finally sends the message,
which is at that moment still encrypted with the receiver’s public key, to the
receiver. He decrypts the message with his private key and gets the plaintext.

To prevent eavesdroppers watching the activity of participants, the mixes
and/or the participants may generate dummy messages. A dummy message
is a special type of message without any content. The message is constructed
like a ’real’ message. It gets a chain of mixes which it has to pass but the
last receiver is not a participant. The last mix in the chain decrypts the
message and does not find a next addressee. So the mix knows that this is a
dummy message and discards it. Because of the encryption of the messages,
no eavesdropper is able to distinguish dummy messages from other messages.

Mixes make it impossible for eavesdroppers to determine, who is commu-
nicating with whom. As soon as a message is sent to the first mix, its further
path through the network is not visible anymore.

2.2 How does a Mix work?

generate
dummies .
discard /\i :
iiiiiii * dummies /\
'MIX :
* buffer and resort send batch

Figure 2: nterna s of a mix in atch mode

Figure 2 shows how a mix works. Participants and other mixes send mes-
sages to the mix. If the mix receives the same message twice or more times,
it filters these repeated messages to prevent a replay attack (see chapter 2.3).
By decrypting a received message, the mix gets the next address plus the rest
of the message. This part has been encrypted differently so that it can not
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be read by that mix. After decryption, the messages are buffered. The mix
can add new generated dummy messages into that buffer. The next actions
depend on the operation mode of the mix. With batch mode and pool mode
(see chapter 2.2.1 and 2.2.2), two different modes are known.

In batch mode the mix collects incoming messages in its incoming buffer. As
soon as a predefined amount of messages is collected, the mix resorts the
messages and sends them all at once. This mechanism helps to prevent, that
attackers from outside the mix trace a message through a mix. Otherwise an
attacker could record the time the message enters and leaves the mix.

The size of the batch can be set. Huge sizes result in a higher delay for the
messages because it takes more time to fill the batch. A small batch results
in short delays for each message, which facilitates the tracing of messages by
time measurement.

In pool mode, the mix collects incoming messages in its incoming buffer. Like
in batch mode, a defined number of messages has to be in the input buffer
before the mix starts sending messages. Then, the mix randomly chooses one
of these messages and sends it. A problem of pool mode is the delay of each
message. It can not be determined how long a single message stays in the
buffer before it is sent.

2. ttacking Mixes

The possibility of tracing messages by replaying the message was first shown
by David Chaum (Chaum 1981).

An attacker wants to know, with whom someone communicates. Because
of the usage of mixes, this can not be seen just by observing the net. Thus, an
attacker needs the ability to tap the network and to send messages he created.
The replay attack is useful if the attacker wants to observe the activity of a
selected participant in the network.

The attacker listens for messages from the participant he attacks. If the
participant sends a message, the attacker copies the message from the network
and duplicates it several times. He then sends the copied messages to the mix
which is the recipient of the original message. So the mix gets a lot of messages
which are exactly looking the same. ow the attacker can watch the whole
bunch of messages passing through the mix chain. After the messages passed
through the mix chain, the attacker knows the receiver of the message because
he watched the whole bunch of replayed messages passing through the mixes
and arriving at a participant (see chapter 3.5 for further illustration).

A sorting order is needed to prevent covert channels. ven an attacked mi must not be able
to send information about internal procedures to attackers.
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It is not a problem for mixes to stop that attack. They just have to filter
all incoming messages for duplicated messages. All duplicated messages will
be deleted, so the replay attack is stopped already in the first mix. The mix
needs a memory to store all messages (or hash values of them) in order to
compare them with the new messages it gets.

Today, several other attacks on mix infrastructures are known (Franz et al.
1998) but here just the replay attack is described because it is implemented
in the MixDemonstrator already.

The Mix e on t ato

The MixDemonstrator simulates a network with participants, mixes and
attackers. As it is designed for educational use, it is rather a demonstrator
than a simulator. either real encryption nor a ’real’ network with delays or
routing are implemented. The idea is to make all transactions in the network
visible for the users. The users can watch all messages in the mixes and the
participants. The network monitor (see chapter 3.4) makes it possible for the
user to watch all the tra c on the network.

The users learn the functionality of a mix network step by step. They can
start with just two participants and add mixes and more participants later.
So the users are not stressed by too many functions at once. 'Power-users’,
however, can start with a lot of mixes, participants, network monitor, and
replay attacker.

The demonstrator is triggered by a timer (the ’heartbeat’). Each beat
triggers all mixes. If triggered, a mix starts an action like sending a message
or putting messages in the batch. The heartbeat is either triggered manually
with a trigger button in the main window or automatically by a programmable
timer. This concept allows the user to run the demonstration step by step.

The MixDemonstrator is a portable system. Because of its ava imple-
mentation it runs on different platforms. DK 1.1.6 with Swing or DK 1.2
and higher is needed. For international usage it supports multiple languages.
Right now, English and German are implemented, Italian is planned.

.1 The Main Window

The MixDemonstrator is started by command line. The language is se-
lected by parameter . When the MixDemonstrator is started, it opens its
main window. This window is used to control the main functionality of the
demonstrator.

The main window is split in three parts which are described in this chapter.
In addition there exists a menu bar with several functions.

In the left part of the window, new participants and mixes can be con-
structed. Each participant and each mix gets a name which can be selected

ava Development it, see ava.sun.com/
for nglish, for German.
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Figure 3: The main indo of the demonstrator

out of a list of predefined names also customized names may be used. For
each object it can be selected if the object is visible or not. For invisible
objects there is no window to control their functionality but nevertheless they
work like visible objects.

The center of the main window contains the settings. Three different
panels are selectable: mix, participant and dummy. In figure 4 all three
panels are shown.

Figure 4: The three pane s for the settings

The mix panel (figure 4 left) is used to set global settings for all mixes.
First, the operation mode for all mixes can be determined. Mixes are running
either in batch mode or in pool mode (see chapter 2.2 for description of running
modes). The repeat filter can be set to avoid replay attacks (see chapter 2.3).
Finally, in batch mode the size of the batch can be entered. In pool mode the
pool size can be set.

The participant panel (figure 4 center) is used to control the usage of
pseudo messages. Pseudo messages are automatically generated messages
from one participant to another participant . They are used to simulate
real network tra c between the participants. In the panel, the generation
of pseudo messages can be activated. Pseudo messages can be labelled to
make them distinguishable from other messages. If labelling is active, every
new generated pseudo message gets the label 'PSEUDQO’. Like other messages,
pseudo messages pass several mixes on their way to another participant. The
number of mixes passed by a pseudo message can be set in the panel. Finally,
the probability factor of generating a new pseudo message per heartbeat is
adjustable ( 1).

The dummy panel offers the control for the generation of dummy messages.
Dummy messages are used to hide 'real’ messages in the network tra ¢ (see

seudo messages are not the dummy messages a mi generates see chapter
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chapter 2.1 for details). Dummy messages may be labelled to distinguish them
from other messages. If labelling is active, each dummy message gets the label
'DUMM ’. Dummy messages can be sent by mixes and participants. It is
determinable who generates and sends dummy messages. Like the generation
of the pseudo messages, the probability of generating a dummy message per
heartbeat can be set by a probability factor

In the right part of the main window, the heartbeat is controlled. The
duration of a cycle can be defined in seconds. If set to zero, the timer stops.
A pulse indicator indicates each beat. The heartbeat may always be triggered
manually by pressing the trigger button.

The menu bar offers three menus. The 'Mix-Demo’ menu offers the pos-
sibility to load, to save, and to clear a mix demo scenario. In addition, the
demonstrator can be quit or information about it can be shown. The ’Spe-
cial’ menu is used for the invocation of the network monitor and the replay
attacker. The ’Settings’ menu offers the possibility to select the automatically
placement of the windows. If selected, the windows of the first created mixes
and participants are placed in a (hopefully) predictable way.

.2 The articipants Window

Figure : The indo of a participant

When a visible participant is created, a window for that participant ap-
pears, as shown in figure 5.
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In the participant window, all functions of a participant can be seen and
controlled. Each participant is both a receiver and a sender of messages. The
receiver part of the window shows all incoming messages and their labels and
can be cleared to ease usability.

The sender part of the window offers functions to generate and send mes-
sages. First a receiver (a participant) can be selected. In addition, a message
consists of a label and a message text which can be entered. The label is used
to trace a message in the network.

The sender determines a mix chain for each message to be sent. This chain
contains the mixes being passed by the message on its way to the receiver.
By manual selection, mixes can be added to the mix chain. In addition, the
random button may be used to add a number of randomly selected mixes
to the chain. The mix chain is shown in the window. It can be deleted by
pressing the clear button. Finally, by pressing the send button the message
will be sent.

. The Mix Window

Figure : T o mix indo s. eft: atch mode right:poo mode

With the creation of a visible mix, a window for that mix appears. Figure 6
shows the windows of two mixes. The left mix works in batch mode, the right
one in pool mode.

The mix window shows the two buffers of the mix. The input buffer
contains all incoming messages. In batch mode, the output buffer (the batch)
will be filled with messages from the input buffer as soon as a certain number
of messages exists in the input buffer. This number (the batch size) can be
changed in the main window, too.

In pool mode, just one randomly selected message will be moved into the
output buffer, if there are enough messages in the input buffer. This number
of messages (the pool size) can be changed in the main window, too.
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. The etwork Monitor Window

The network monitor is invoked from the menu ’Special’ and is a tool to
watch the tra c¢ on the network. This is useful for watching the messages
passing through ’their’ mixes and for demonstrating attacks. Figure 7 shows
the network monitor.

Figure : The indo of the net or monitor

ew events appear at the right of the monitor and are shifted to the
left. All participants and mixes are listed at the left border of the window.
Each transmission is represented by a dot of different colour and shape, which
is placed on a specified line. The line depends on the sender the colour and
shape of the dot depend on the receiver of the message. Every participant and
mix has its own combination of colour and shape. Participants are represented
by diamonds, mixes by squares. Thus a transmission to a mix is always
a square which has the colour of the receiving mix (the names on the left
are written in the respective colours). In the same way, a transmission to a
participant is always a diamond.

. Replay ttack

As described in chapter 2.3, several attacks on mixes are known. One of
them is the replay attack, which is implemented in the MixDemonstrator
already. The replay attacker is invoked from the menu ’Special’ and is shown
in figure 8.

Figure : The indo of the rep ay attac er

A replay attack addresses one participant. This participant (the victim)
can be selected on top of the window. To start an attack, the attacker has to
be activated. One can make the attacker running a single attack or attacking
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every message the victim sends. Another important parameter is the number
of copied messages the attacker transmits. Finally, the attacker window shows
the number of attacks which the attacker has already performed.

In figure 7, a replay attack is monitored. Participant Alice is attacked.
Seven transmissions in one bunch can be seen, all heading from Alice to mix
Stockholm. ust one of these messages comes from Alice, the other six are
sent from the attacker. Shortly after the transmission, mix Stockholm starts
sending several messages to mix London. And shortly after that, London
sends seven messages to participant Bob. At that moment the attacker knows
that Alice sent a message to Bob. In the network it is not visible that six
messages were not sent by Alice. ust the attacker (and Alice, if she monitors
the line) become aware of the attack.

t oo

The development of the MixDemonstrator is still in progress. Several im-
provements are planned. The implementation of the demonstrator offers an
easy way to add user interfaces in extra languages. Right now, just English
and German are implemented, but more languages are planned. The next
language will be Italian.

Some more attacks on mixes are known. In future, other types of attackers
will be implemented to demonstrate these attacks too.

Teleteaching lectures would profit immensely from a distributed use of the
demonstrator. There is a lot of possibilities, e.g. showing the same windows
everywhere or showing different windows at each location. Showing the same
windows can be useful to explain the basics at several telelocations. Different
windows might be useful to ’play’ with mixes and participants: Some par-
ticipants and mixes exist at one location, some at another location. Perhaps
something like a game may be designed one group exchanges messages while
the others try to trace who the communication partners are. Perhaps several
demonstrators running at different places may be connected to each other for
communication and using each others mixes.

The MixDemonstrator will be offered to the public in the near future
and may be used for education without charge. The MixDemonstrator will
then be documented and presented for downloading at our web server .
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